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Abstract
This paper describes a mixed-integer convex programming-based control strategy to optimize the operation of phase change material-based energy storage integrated in building supply ducts. To improve the numerical feasibility, the original nonlinear control problem is pre-conditioned and transformed to a mixedinteger convex program through convexification of the cooling system control
model, mixed-integer reformulation of the phase change material dynamics and
discretization of the supply airflow. The overall control framework was leveraged toward development of two model predictive control strategies to optimally
charge/discharge the phase change material storage, through supply air temperature reset, and the building passive thermal mass, via scheduling of the zone air
temperature setpoint. These strategies were tested and compared to two baseline control strategies using a simulation case study over three summer days.
Test results show that using the phase change material energy storage alone,
energy cost savings of 2.9% and peak demand reduction of 46.7% could be
achieved, compared to a conventional fixed-supply air temperature and zone air
temperature night setup control strategy; when both the active (phase change
material) and passive (building thermal mass) storage capacities are utilized,
the savings potentials could increase to 8.4% for the energy cost and 65% for
the demand charge.
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1. Introduction
Building demand responsive control is recognized as one of the most costeffective approaches for grid peak demand reduction and power balancing, by
leveraging the inherent thermal inertia in buildings [1]. However, the stringent
indoor comfort requirement has limited the effective utilization of these storage
resources. To this end, phase change materials (PCM) have been incorporated in
building construction materials and mechanical equipment, to minimize the indoor comfort impact and to further increase the building storage capacity [2–4].
The isothermal behavior of PCM during melting and solidification is able to keep
the indoor temperature within the desired range when heat is stored/released;
this characteristic also offers high storage density, which is critical for applications with limited spaces.
The most commonly seen applications are PCM-integrated wallboards [5–9]
either through direct impregnation [10] or micro-/macro-encapsulation [5, 8, 11,
12]. The major drawback of wall-based applications is limited thermal penetration depth, due to the small convective heat transfer coefficient (natural convection) between the wall surface and the surrounding air. This limitation has been
recognized in a few studies such as [13, 14]. In addition, charging/discharging of
PCM-walls is mainly achieved by perturbing the indoor temperature, which further limits the charge/discharge depth due to comfort constraints. Utilization
of PCM-based storage in HVAC equipment offers a range of advantages including deeper thermal penetrations, greater charge/discharge rates and reduced
space requirements [15]. One particular design applied PCMs in building ventilation systems to take advantage of “free” cooling opportunities at nighttime
by running cold outside air through a PCM storage device to store the “cold”
energy; during the daytime peak hours, the stored energy can be released to
reduce the mechanical cooling requirement. Example designs and applications
include placement of PCM pads in the underfloor air distribution plenum [16],
using PCM-based ceiling panels in combination with overhead air distribution
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systems [17–19], and air-PCM heat exchangers installed in supply [20, 21] or
return ducts [22]. These designs usually require significant retrofit efforts such
as installing bypass duct/dampers to establish a separate air circulation path
as a means to actively control the timing of charge/discharge and to avoid overcooling of indoor spaces.
In reference [23], we proposed a novel solution of integrating PCM-based
storage in supply air ductwork to increase a building’s power flexibility. PCMfilled pads were fabricated and installed on interior surfaces of supply ductwork;
the PCM can be dynamically charged/discharged (solidified/melted) through
reset of the supply air temperature (SAT) setpoint in variable-capacity airconditioning (AC) equipment. This design offers unique advantages including
1) low upfront costs by eliminating the need of bypass ducts/dampers, 2) high
thermal penetration depth attributed to the large heat exchange area and forced
convection between the airflow and PCM, and 3) controllable charge/discharge
rates through dynamic SAT control. The feasibility of this new design has been
validated both experimentally and numerically in [23] and key experimental
results are briefly discussed in Section 2.
Employment of PCM-based storage in buildings, either for new installations
or retrofits, may involve high upfront costs associated with acquisition of the
materials and labor for field installations. Optimal control of PCM storage in coordination with other building components is critical to achieve the maximum
potential and improve the overall economics. Most of previous PCM control
development relied on simple rule-based methods for charging/discharging in
response to external inputs, such as electricity prices and weather conditions.
In reference [24], a price-based control strategy was presented which changes
the charge/discharge mode of a PCM-integrated underfloor heating system by
comparing the real-time electricity price with pre-determined thresholds: when
the price is lower, the PCM-integrated floor is charged with a fixed electrical
heat rate and during peak hours, the heater is turned off and heat is released
from the floor to slow down the indoor temperature drop. Wijesuriya et al.
[25] conducted a simulation study for PCM-enhanced drywalls which assumed
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a pre-defined zone temperature trajectory for pre-cooling of the building active
and passive thermal masses in response to a time-of-use (TOU) rate schedule.
These rule-based control solutions are easy to implement within existing building automation systems, but the control performance is typically sub-optimal
without considering the time-varying operating conditions.
Model predictive control (MPC) is a promising technique that is able to make
responsive control decisions based on predicted behaviors of a dynamic system,
subject to predictable disturbances. This technique is particularly suited and
has been extensively studied for optimized control of building energy systems
over the past two decades [26]. Most of previously developed MPC strategies
took advantage of the passive thermal storage associated with building construction for energy efficiency improvement and operation cost reduction [27–29] and
very few papers can be found that applied MPC to PCM-based thermal storage
in buildings. In reference [30], a binary scheduling problem was formulated for
optimal charge/discharge control of a PCM storage system installed in a ventilated facade. The formulated problem is relatively straightforward to solve
and the authors chose a reinforcement learning-based strategy. Fiorentini et al.
[31] proposed a hierarchical MPC strategy for a residential HVAC system with
an air-based photovoltaic thermal and PCM storage system, in which the PCM
storage was placed in the air distribution network and multiple fans/dampers
were used to manipulate the air path to enable the charge/discharge/bypass
mode. The control approach treated the PCM storage as a lumped system with
a single constant temperature and neglected the nonlinear PCM heat transfer
process to simplify the control problem, which led to control inaccuracies due to
overestimation of the charge/discharge rates. Seral et al. [32] developed a MPC
algorithm for optimized operation of a PCM-integrated solar thermal system designed for indoor space heating. The system under study used a PCM slurry as
the heat transfer and storage medium. A mixed logical dynamical system-based
control strategy, which leverages the piecewise affine characteristics of PCM
storage, was used to identify the optimal pumping speed and storage temperature for minimizing energy consumption and indoor discomfort. Energy savings
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of 19.2% to 31.8% were reported using the proposed MPC strategy compared to
a rule-based controller. In reference [33], a predictive control strategy was proposed for a solar heating system with a PCM-filled heat exchanger as thermal
storage. Similar to [32], the strategy considered the three PCM heat transfer
scenarios associated with pure-solid, pure-liquid and two phases. Even after
modeling simplifications, the formulated optimization problem was still nonlinear and nonconvex. Touretzky and Baldea [34] proposed a bi-level scheduling
and control strategy for a building equipped with a PCM-filled storage tank.
A slow scheduling layer identified the optimal operation schedule for the active
thermal storage and a fast control layer was designed to reject disturbances with
fast dynamics. The slow control layer, incorporating a sequential nonlinear program solver, was applied to a simple case study and significant cost savings were
achieved.
Although a few studies leveraged the piecewise linearity of the PCM temperatureenthalpy relationship in predictive decision makings, the adopted models were
oversimplified (e.g., through global linearization) in exchange of numerical feasibility and thus, were not able to capture the nonlinear behaviors of building thermal systems. Other studies applied nonlinear solvers directly to the
non-differentiable and noneconvex control problem, which led to sub-optimal
solutions. A holistic and reliable control strategy for PCM-integrated heating,
ventilation and air-conditioning (HVAC) systems is still lacking; this represents
a challenging task due to the inherent nonlinearity of the HVAC and PCM systems and the strong couplings among the various components. This study, for
the first time, attempts to address the PCM-HVAC integrated control problem
and proposes a mixed-integer convex programming (MICP)-based strategy for
optimal scheduling of the HVAC equipment, PCM storage and building thermal loads simultaneously. Firstly, a control formulation for the target problem is
presented, which is highly nonlinear and nonconvex. A few reformulation steps
are undertaken to improve the numerical feasibility: 1) the HVAC control model
is convexified through an offline analysis, 2) the discontinuous PCM dynamics
is represented with a mixed-integer formulation, and 3) to eliminate the nonlin5

earity associated with convective heat transfer, a discrete set of airflow rate is
considered and auxiliary integer variables are introduced to indicate the active
airflow mode. The final control problem is a MICP and the emerging MICP
solvers can be utilized to identify the optimal control actions in a receding horizon scheme. Based on this control framework, two predictive control strategies
were implemented and tested. The first MPC strategy, referred to as MPCSAT, finds the optimal SAT trajectory where the zone air temperature (ZAT)
follows a conventional night setup strategy. The second MPC strategy (termed
MPC-SAT-ZAT) simultaneously schedules the SAT and ZAT, which allows dynamic utilization of both the active (PCM storage) and passive (thermal mass
associated with building construction) storage in buildings. To evaluate the
performance gains, two baseline strategies are considered: a baseline controller
(termed BC throughout the paper) with a constant SAT setpoint and night
setup for ZAT, and a rule-based controller (RBC) assuming a prescribed SAT
setpoint trajectory and ZAT night setup. The major novelties of the proposed
control solution compared to previously reported approaches are:
• It explicitly accounts for the thermal discontinuity in the PCM melting/solidification processes;
• HVAC system characteristics under variable control settings (especially
during part-load operation) are well captured with the control model;
• The strategy enables simultaneous utilization of both the active and passive storage capacities for maximum power flexibility.
2. Prior Experimental Results
In a prior study [23], the technical and economic feasibilities of in-duct PCM
energy storage were investigated via a hybrid analysis with both experimental
and simulation tests. Fig. 1 shows a prototype PCM pad installed in a supply
air duct. The pad had dimensions 12”x12”x1” and was filled with a bio-based
PCM that has has a melting temperature of 14.5◦ C. The pad was made of
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transparent side walls to allow visualization of the melting/solidifying process
and had a top cover made of aluminum finned plate. Inside the PCM pad, four
thermocouples were installed on a bracket to measure the PCM temperatures
at different heights (on top interior surface, and at 75%, 50% and 25% of the
internal height). Experimental tests were carried out with a prescribed SAT trajectory, and Fig. 2 shows key test results. The PCM was at room temperature
initially (liquid phase). Then the SAT setpoint was reduced to 10◦ C to initiate
the charging process. The evolution of the various temperatures can be used to
track the progression of the solid-liquid interface. The PCM was almost fully
solidified at hour 4, when the temperature at the 25% height started descending
from the melting point. This was also visually confirmed. The solidification
process was followed by another three hours of charging of sensible energy. At
hour 8, the SAT setpoint was raised to 18◦ C and the solid PCM started to melt.
Snapshots of the PCM pad at hour 1, hour 5 and hour 10 are shown on the right
of Fig. 1. This test proved the technical feasibility of using PCM energy storage
in air distribution systems through dynamic SAT reset. The effort presented in
the current paper is complementary to the prior study in developing optimal
control strategies to achieve the maximum savings potential.

Figure 1: Prototype PCM pad installed in supply ductwork [23].

3. Case Study Description
A schematic of the overall system considered in the case study is shown in
Fig. 3. The system is comprised of three major components, i.e., the building
7

Figure 2: Experimental test results of the prototype PCM pad.

envelope, PCM-integrated air distribution system and a variable-capacity AC
unit. The melting/solidification of the PCM releases/stores “cooling” energy,
which can be actively managed through dynamic control of the SAT setpoint:
to enable the charging mode, the SAT is reduced below the PCM melting temperature to solidify the PCM; during discharge, the SAT is increased so that
the stored cooling energy can be released by melting of the PCM. Only cooling
scenario is considered in this study; however, the overall concept can carry over
to shifting of heating loads by using PCMs with appropriate melting points.
Heat and mass transfers occur between the indoor space and the ambient
through the building envelope. The inherent thermal inertia associated with
the envelope and indoor furniture offers passive thermal storage at no cost and
can be combined with the active PCM storage to achieve the maximum load
shifting capability. An AC unit is responsible for offsetting the building heat
and moisture gains to maintain a comfortable indoor environment. This study
considers a variable-speed AC unit that is commonly used in commercial buildings, especially those requiring multi-zone comfort deliveries. The AC unit
has a built-in logic that modulates the compressor speed to maintain the SAT
setpoint. For single-zone comfort delivery (the case considered in the present
study), the supply fan speed is varied to achieve a desired ZAT setpoint. For
multi-zone buildings, the supply fan control can be re-configured to regulate
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static pressure while individual zone loads can be met through variable airflow
control via terminal boxes. It may be noted that the in-duct PCM storage can
also be paired with staged AC units, which are predominantly used in residential
and small commercial buildings, through dynamic control of the fan operation
mode; control algorithms for staged AC systems will be investigated in future
studies.

Figure 3: Schematic of the case study system.

4. Models
This section introduces the component models used for control optimization
and simulation tests. The control and plant models are assumed to be identical.
Thus, the case study results represent the best control performance that could
be achieved. Actual control performance is expected to be slightly worse due to
possible mismatches between control models and actual system behaviors.
The overall system has an energy balance given as follows:
Qtz = Qtc − Qtp

(1)

where the superscript t indicates the time step, Qz is the cooling capacity delivered to the indoor space, Qc is the cooling rate of the AC unit, and Qp
represents the “cooling” energy stored in the PCM. Qz and Qp are determined
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by the building envelope model and the PCM model described in sections 4.1
and 4.2, respectively, which have the following input-output forms:
Qtz =

EM(Tzt )

(2)

Qtp =

PM(mts , Tat )

(3)

Qtc =

ca · mts · (Tzt − Tat )

(4)

where Tz is the zone temperature, ca is the supply air specific heat (assumed to
be invariant with supply air conditions), ms is the supply airflow rate and Ta is
the SAT upstream of the PCM storage. The envelope model, denoted by “EM”
in Eq. (2), correlates the zone cooling effect Qz and indoor temperature Tz . The
PCM model given in Eq. (3) estimates the heat transfer between the overflowing
air and PCM storage, for given supply air conditions. The cooling rate of the AC
unit calculated in Eq. (4) assumes 100% re-circulation airflow. This assumption
is made for ease of analysis; however, introduction of ventilation airflow does
not cause any control complications (not hurting linearity or convexity of the
overall control formulation). An example formulation to explicitly account for
outdoor air intake is given in [35].
4.1. Building envelope model
A data-driven building envelope model, derived from real operation data of
an office building, is used to reproduce representative building thermal behaviors
[36]. The model is based on a resistance-capacitance thermal network approach
where the thermal parameter values were estimated via system identification
techniques. Assuming time-invariant thermal parameters, a discrete-time statespace model can be obtained to calculate the indoor temperature response for
any given cooling capacity delivered to the indoor space:
xt+1 = Axt + Bw wt + Bu Qtz

(5)

Tzt+1 = Cxt+1

(6)

where x is the state vector consisting of all nodal temperatures in the thermal network, w contains all the uncontrollable inputs such as ambient weather
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conditions and internal heat gains. The entries of the state-space matrices A,
Bw , Bu and C are constructed with the thermal resistances and capacitances
in the building thermal network. The identified parameter values and training/validation results can be found in [37]. It should be noted that the latent
cooling load associated with indoor moisture removal is not considered in this
study, since the proposed PCM storage can only shift building sensible load.
4.2. PCM model

Figure 4: PCM finite volume schematic.

Since the longitudinal heat transfer in a PCM pad is small, only one-dimensional
thermal propagation (in the depth direction) is considered. Fig. 4 shows a finite
control volume schematic for modeling of the heat transfer between the supply
air and PCM. The bulk PCM is discretized into multiple layers (four in the
case study) with uniform thickness. Temperature variations of the duct wall
and PCM casing are captured using dedicated temperature nodes (T6 and T1 in
the case study). The enthalpy method is used to characterize the PCM energy
transport, which has an implicit discrete formulation:
Hjt+1 =

t+1
t+1
∆t · k · (Tj+1
− 2Tjt+1 + Tj−1
)
+ Hjt
2
ρ(∆x)

(7)

where H is the enthalpy, T is the temperature, k is the PCM thermal conductivity (assumed to be identical for liquid and solid phases), subscript j indicates
the nodal location, ∆x is the thickness of each control volume, and ∆t is the
time step. For a given PCM enthalpy, the following equation is used to identify
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the temperature of the corresponding control volume:

H


H<0

cp + (Tm − 0.1),







0.2
T =
hsl · H + (Tm − 0.1), 0 ≤ H ≤ hsl









 H−hsl + (T + 0.1),
H > hsl
m
cp

(8)

where Tm is the melting temperature, hsl is the heat of fusion and cp is the
specific heat of the PCM (assumed to be identical for liquid and solid phases).
In the temperature-enthalpy relationship, a small temperature band (0.2◦ C) is
introduced for the phase change process to ensure one-to-one mapping between
the two variables and Fig. 5 depicts the piece-wise linear relationship.

Figure 5: PCM temperature-enthalpy curve.

The first temperature node (innermost layer) interacts with the airflow directly via forced convection. An implicit formulation of the dynamics of the
first nodal temperature is:
T1t+1 =

∆t
mc · cc



Tat+1 − T1t+1
T1t+1 − T2t+1
−
Rc + Rp
Rat+1 + Rc



+ T1t

(9)

where
lc
,
2Akc
∆x
Rp =
,
2Ak
Rc =

12

(10)
(11)

mc , cc , Rc , lc and kc are the mass, specific heat, conductive resistance, thickness
and thermal conductivity of the PCM casing wall, respectively, Rp is the PCM
conductive resistance, A is the total heat exchange area, and Ra is the air-toPCM convective thermal resistance. This convective resistance is dependent on
the airflow rate and thus, time varying. Neglecting the longitudinal temperature
differential in the PCM, the effectiveness-NTU model is used to estimate the
convective resistance Ra between the in-duct airflow and PCM casing [38]:


−U t A
t = 1 − exp
(12)
ca · mts
1
Rat = t
(13)
 · ca · mts
where U is the convective heat transfer coefficient between the airflow and PCM
casing wall. It can be estimated with the classic correlation for turbulent flow
in rectangular channels [39]:
1

U = 0.023Re0.8 P r 3

ka
Dh

(14)

where
4Ac
,
Lc
4ms
Re =
,
µLc
ca µ
Pr =
,
ka
Dh =

(15)
(16)
(17)

Re is the Reynolds number, P r is the Prandtl number, ka is the air conductivity, Dh is the hydraulic diameter, Ac is the duct cross sectional area, Lc
the perimeter of supply air duct, and µ is the dynamic viscosity of the supply
air. It may be noted that the convective resistance varies significantly with the
supply airflow. This brings benefits such as controllable charge/discharge rate
through supply fan speed control; however, the nonlinearity imposes challenges
for numerical solvability of the control problem. This will be further discussed
in Section 5.
The outermost temperature node, for the duct wall, has dynamics charac-
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terized by the following equation:
TNt+1

∆t
=
mw · cw

t+1
TNt+1
T t+1 − Tot+1
−1 − TN
− N
Rp + Rw
Rw + Ro

!
+ TNt

(18)

where To is the outdoor temperature, Ro is the thermal resistance between
the outer duct wall and the ambient (assuming a large value for ductwork with
external insulation), and Rw is the conductive resistance of the duct wall, which
can be estimated in a similar manner as in Eq. (10).
It should be noted that the implicit formulation is utilized for the PCM
dynamic model to ensure numerical stability with large time step setting, e.g.,
one hour in the case study. The heat transfer between the in-duct airflow and
PCM, i.e., the “cooling” energy stored in the PCM, is given by:
Qtp =

T1t − Tat
Rat + Rc

(19)

The PCM model has been calibrated with the experimental test results presented in Section 2, in which the PCM conductance and air-to-PCM heat transfer coefficient were fine tuned to match the experimental results. The calibrated
model is able to predict the variations of the PCM temperatures at different
heights with errors less than 0.5◦ C. More model validation details can be found
in reference [23].
It may be noted that the airflow temperature will vary as heat is exchanged
between air and PCM, and as a consequence, the downstream PCM modules
will experience less heat transfer leading to a lower thermal penetration depth
compared to those upstream. To achieve consistent and effective utilization
of the PCM storage capacity, the PCM modules should have a diminishing
thickness along the airflow direction, as illustrated Figure 6 below. With this
design, the percentage of PCM solidified will remain relatively consistent across
the different modules and the one-dimensional heat transfer model is able to
capture the overall PCM storage behavior. The one-dimensional heat transfer
model has been validated with a high-fidelity PCM model with discretization
along both the depth and airflow directions.
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Figure 6: PCM thickness distribution diagram.

4.3. AC model
A variable-speed AC unit is assumed to provide space cooling to the case
study building. A previously developed model [40], calibrated from laboratory
test data of a 5-ton rooftop AC unit, is leveraged in this study, after appropriate
scaling based on the peak load recorded from the case study building. The AC
model predicts the total power consumption P and cooling rate Qc for given
zone temperature (Tz ), outdoor temperature (To ), supply airflow rate (ms ) and
compressor speed (S)
[P t , Qtc ] = AC(Tzt , Tot , mts , S t ).

(20)

The total unit power is the sum of the compressor power Pc and supply fan
power Pf :
P t = Pct + Pft .

(21)

The AC model, adapted from the ASHRAE Toolkit model [41], uses correlations with ambient temperature, compressor speed, evaporator air inlet temperature and airflow rate in predicting the cooling capacity and energy input
ratio. The original ASHRAE Toolkit model also needs the evaporator air inlet
humidity to calculate the sensible heat ratio (SHR). However, since the latent
cooling load is not considered in this study, the AC performance dependence on
the evaporator air humidity is neglected and the SHR is assumed to be unity.
Again, 100% air re-circulation is assumed and the evaporator air inlet temperature is equal to the zone temperature Tz . Details of the AC model can be found
in [40].
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The AC model described above is nonlinear, non-convex and therefore not
suitable to use directly for controller design; model re-formulation is needed to
improve the numerical feasibility while retaining reasonable accuracy. Firstly,
we substitute the operation variable Tz with T z , which is the upper bound
of the comfort zone. This is a reasonable simplification since energy-optimal
control actions tend to maintain the zone temperature at the maximum level,
whenever the cooling load is nonzero, to reduce the cooling energy use. This
simplification eliminates the dependence on the operation variable Tz (Tz is a
boundary condition for the control problem). For given airflow rate and outdoor
temperature, we define the maximum AC cooling capacity (Qc ) and compressor
power (P c ) as:
t

t

t

t

Qc = AC(T z , Tot , mts , S)
P c = AC(T z , Tot , mts , S)

(22)
(23)

where S is the upper limit of the compressor speed and ms is the maximum
supply airflow rate. We then introduce dimensionless variables rQ to represent
the ratio of the building cooling demand to the maximum AC cooling capacity
and rP representing the ratio of the instantaneous AC compressor power to its
maximum at full speed:
t

t
rQ
= Qtc /Qc
t

rPt = Pct /P c

(24)
(25)

Figure 7: Relationships between load and power ratios at different ambient temperatures.
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The considered AC unit has a minimum compressor speed close to 40% of
the nominal speed. When the building cooling load drops below the minimum
cooling capacity, the AC system starts to cycle on and off to meet the zone
temperature setpoint. For medium to high load conditions, the AC unit operates continuously where the compressor and supply fan speeds are modulated
to maintain the SAT and zone temperature setpoints, respectively. Offline simulations were carried out covering a wide range of operating conditions. Fig. 7
depicts the variations of the power ratio rP with load ratio rQ at different outdoor temperatures and with a supply airflow rate of 1.1 kg/s. The results show
that the impact of ambient temperature on the relationship between rP and rQ
is negligible. When the compressor operates continuously (load higher than the
minimum cooling capacity), the following correlation is chosen to approximate
the power ratio for given load ratio and supply airflow:
rP,o = (a0 rQ + a1 ms )2 + a2 rQ + a3 ms + a4 ,

(26)

which is jointly convex in ms and rQ . For cyclic operations where the building
load is lower than the minimum cooling output, the cooling efficiency differs
significantly and a different convex correlation is used:
rP,c = (a5 rQ + a6 ms )2 + a7 rQ + a8 ms .

(27)

Compared to the continuous correlation form, the affine term is dropped in Eq.
(27) to make sure that the power ratio approaches zero when load and airflow
are both zero. The AC system efficiency during cyclic operations is typically
lower than that when the compressor operates continuously. Therefore, the two
correlations can be merged together to estimate the compressor power:
t

t
Pct = max(rP,o
P c,

t

t
rP,c
P c ),

which remains jointly convex in the load ratio and supply airflow. The parameter values were estimated using a nonlinear regression routine and Fig.
8 shows the fitting curves at different airflow rates where the circular points
are the training data. The training data was generated using the high-fidelity
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HVAC model detailed in [40] at a nominal ambient temperature of 35◦ C, since
the ambient temperature was shown to have negligible effect on the relationship between power and load ratios. The different data points correspond to
different compressor speed and supply airflow settings. It can be observed that
the predicted power ratio is non-zero when the load ratio approaches zero at
high airflow; this is a structural inaccuracy which cannot be avoided due to the
convexity requirement. However, it has minimum impact on the control results
since optimal control actions tend to avoid the low-load and high-airflow region
for the sake of efficiency. In conventional control implementations, these operations are hardly encountered. Other than these atypical operational conditions,
the surrogate model is able to capture the relationship with good accuracy and
is strongly convex, which makes it suitable for control optimization.

t and r t
Figure 8: Fitting curve between rQ
P

The supply fan power is a function of the airflow rate only and the following
quadratic approximation is used:
Pf = (a9 ms )2 + a10 ms .

(28)

The correlation is linear in the parameters, which can be easily estimated via
linear regression techniques. Fig. 9 shows the fitting results; the approximate
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fan model is in good agreement with the actual performance. Since the total
AC power is simply the sum of the compressor and fan power, the overall AC
system model is strongly convex.

Figure 9: Fitting curve between supply air rate and fan power

5. Control strategies
This section describes four control strategies, including two MPC strategies
and two baseline strategies. The latter are used to evaluate the performance
gains of the proposed MPC solutions.
5.1. Baseline controller (BC)
The baseline controller represents the current practice for control of variablespeed AC systems without in-duct PCM storage. This strategy uses a constant
SAT setpoint, when mechanical cooling is called for, and a night setup logic for
reset of the ZAT setpoint. In the simulation tests, the ZAT setpoint was assumed
to be identical to the upper bound of the comfort zone (T z ) to minimize the
cooling energy use. A tighter temperature band is used during occupied hours to
ensure indoor comfort and the band is relaxed during unoccupied hours to save
energy. In the case study, the SAT setpoint assumed a default value of 12.7◦ C
(55◦ F) and the ZAT bounds are presented in Section 6. It may be noted that the
ideal PCM melting point should be close to the default SAT setpoint, to allow
maximum temperature differentials during charging/discharging. Therefore, the
simulated performance of this baseline strategy also represents a benchmark
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without any in-duct PCM storage. That is why this particular strategy has
been chosen as the very first baseline. Note that although the PCM used in our
experimental validation described in Section 2 has a melting point of 14.5◦ C,
the control simulation tests in the case study used a melting point of 12.7◦ C to
match the default SAT of the particular AC unit under study.
It may be noted that the SAT may not perfectly follow its setpoint due
to operational constraints, such as the minimum supply airflow requirement.
Therefore, the actual SAT temperature needs to be re-evaluated in the simulation tests using the flow chart shown in Fig. 10. The process starts by
estimating the building cooling load using the zone temperature setpoint T z
and the envelope model:


−1 t+1
Qtl = max 0, B−1
T z − Axt − Bw wt )
u (C

(29)

where Ql is the estimated cooling load. For cases without the PCM storage, the
airflow rate can be calculated explicitly with ms = Ql /ca /(Tz − Ta ) where Ta
assumes the SAT setpoint. However, the inclusion of the PCM storage necessitates an iterative process to find the supply airflow to meet the load. Another
complication is the requirement of continuous supply airflow during occupied
hours to guarantee adequate ventilation per ASHRAE 90.1 [42]. For the considered AC unit, the minimum supply airflow rate that can be delivered is 0.4 kg/s.
If the estimated supply airflow rate falls below the minimum threshold during
occupied hours, the minimum airflow rate is assumed and the SAT needs to be
adjusted upwards to match the load. When the building load Ql is smaller than
the cooling discharge rate of the PCM, no mechanical cooling is needed and the
compressor should be off with the SAT equal to the return temperature, i.e.,
Ta = Tz , and the zone temperature will be floating below the ZAT setpoint. For
cases where the PCM discharge rate is significantly greater than the building
load and the minimum supply airflow for ventilation is reached, heating may
be needed to avoid overcooling of the indoor space; however, this is not common when the PCM storage is properly sized. If the PCM discharge cannot
completely offset the cooling load, mechanical cooling is required and the SAT
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is identified iteratively via a line search routine. During unoccupied hours, the
airflow lower bound is not needed since the supply fan can cycle on and off to
meet the load; the calculated airflow is the averaged flow during each simulation
time step, and the ZAT and SAT setpoints can be maintained. Note that the
upper bounds for the airflow and compressor speed need to be respected as well;
but these constraints are not reflected in the flow chart, because installed AC
systems are typically oversized and the upper limits are rarely encountered in
practice.

Figure 10: The algorithm for the baseline control

5.2. Rule-based controller (RBC)
A simple rule-based SAT reset strategy is considered as a second benchmark:
this strategy applies a prescribed setpoint trajectory for the SAT in order to
shift the cooling load from on-peak to off-peak hours. A bi-level SAT setpoint
trajectory is adopted as shown in Fig. 11: during the hours with low electricity
prices, a lower SAT setpoint is applied to solidify the PCM and to store the
cooling energy; during on-peak hours, the SAT setpoint is adjusted to a level
higher than the PCM melting point so that the stored energy can be released
to help reduce the compressor electrical power usage. To enable a fair compar-
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ison, we used a parametric analysis to determine the optimal settings for two
major parameters, i.e., the SAT setpoint for the discharge mode and the discharge start time, and identify the best performance that can be achieved with
the rule-based control method. Table 1 lists the parameter values considered
in the parametric analysis, and Figures 11 and 12 present the SAT and AC
power simulation results associated with the different parameter values, with
the dark black curves corresponding to the optimal parameter values that lead
to the most significant peak demand reduction (discharge SAT = 15.7◦ C and
discharge start time = 12 PM). The SAT setpoint for the charge mode was
fixed at 8.7◦ C; lower SAT settings would result in degraded AC efficiency (will
be discussed in Section 6). This pseudo-optimal rule-based strategy is easy to
implement in building automation systems and thus, is considered for performance comparisons with the other control approaches. In this RBC, the zone
temperature setpoint follows the same night setup control logic used in the BC
strategy. The logics shown in Fig. 10 are also implemented in the RBC strategy
to adjust the SAT whenever needed in the simulation tests.
Table 1: SAT parameters evaluated in the RBC.

Discharge
SAT (◦ C)
Discharge
start time

12.7, 13.7, 14.7, 15.7, 16.7
10am, 11am, 12am, 1pm, 2pm
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Figure 11: SAT setpoint trajectories evaluated in the parametric analysis.

Figure 12: Resultant AC power profiles for the considered SAT setpoint trajectories.

5.3. MPC for optimal SAT reset (MPC-SAT)
This section describes the MPC strategy for optimal scheduling of the SAT,
in which the ZAT follows a conventional night setup logic. The identified SAT
schedule tends to shape the PCM charge/discharge profile in an optimal manner
based on the predicted load and operating conditions. At each decision step,
the MPC strategy is implemented that takes the predicted boundary conditions
and weather conditions (perfect predictions assumed), and generates the optimal
SAT trajectory for the look-ahead time horizon, e.g., 8 hours in the case study.
Only the decision of the first time step is applied. When the next decision time
arrives, the control process is repeated in a receding horizon scheme. For the
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case study, the decision and simulation time steps were both assumed to be 1
hour. We consider a specific TOU rate schedule that includes two tiers of energy
prices (on-peak versus off-peak) and an on-peak demand charge; the rates are
presented in Table 2. However, the proposed strategy is flexible to accommodate
other types of TOU rate schedules. The objective, constraints and solution
approach of the MPC problem are described in the following subsections.
5.3.1. Objective function
We define Γ = {ti , ..., tf } the set of time indices within the prediction horizon, where ti is the current step and tf is the final time step, and Γd a subset
of Γ that includes the on-peak time intervals only. The objective function is
designed to reflect the incremental electricity cost that would be incurred by
the control actions within the look-ahead time horizon:
tf 

X
f=
P t · ∆t · ret + rd · P̂dti

(30)

t=ti

where P t is the AC power consumption, ret is retail energy rate ($/kWh), rd
is the on-peak demand charge rate ($/kW), and P̂dti is the anticipated peak
demand of the current billing cycle including the look-ahead horizon. The following constraints are needed to obtain a valid peak demand estimate:
t

P̂dti ≥ Pdi−1

(31)

P̂dti ≥ P t

(32)

∀t ∈ Γd

where Pdti −1 is the actual peak demand that has occurred prior to the current
decision step; this is a boundary condition that is known ahead of each decision
step.
The objective function involves two cost terms: the first term represents
the anticipated energy cost and the second term is the demand cost of the
current billing cycle including the look-ahead horizon. If the predicted AC power
within the look-ahead horizon is lower than the peak demand that has already
t

occurred (Pdi−1 ), the incremental demand cost would be zero. Otherwise, a
higher demand would be anticipated from the predicted actions. After execution
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of the control actions at time step ti , the up-to-now peak demand Pdti needs to
be updated according to the current AC power:

 P ti−1 ,
if ti ∈
/ Γd
d
Pdti =
t
i−1
 max(P
, P ti ), if ti ∈ Γd
d

(33)

5.3.2. Constraints
There are a few groups of constraints that need to be satisfied in the control
optimization, which are elaborated in the following sections.
System constraints. The system-level energy balance leads to
Qtz = Qtc − Qtp ,

∀t ∈ Γ

Qtc = ca · mts · (Tzt − Tat ),

(34)
∀t ∈ Γ

(35)

The AC cooling rate described in Eq. (35) is bilinear in mts and Tat . Additional
nonlinearity in the supply airflow ms is present because of the variable air-PCM
convective heat transfer process, described by Eq. (10). To eliminate these
nonlinearities, the airflow ms is assumed to take discrete values from the set
m := [0, 0.4, 0.5, 0.6, 0.8, 0.9, 1.0, 1.1] kg/s; the supply fan can deliver continuous
flow from 0.4 kg/s to 1.1 kg/s and this is why no airflow value is taken below 0.4
kg/s. We introduce binary variables σit , i ∈ {1, ..., 8} to indicate the active flow
setting at time step t: if σit = 1, the airflow takes the i-th entry of the vector
m. Eq. (35) can be reformulated as the following mixed-integer program with
the classic “big M” method [18]:
−M · (1 − σit ) ≤ Qtc − ca · m(i) · (Tzt − Tat ) ≤
M · (1 − σit ),

∀t ∈ Γ, ∀i ∈ {1, ..., 8}
8
X

σit = 1,

(36)

∀t ∈ Γ

(37)

∀t ∈ Γ, i ∈ {1, ..., 8}

(38)

i=1

σit ∈ B := {1, 0},

where m(i) is the i-th discrete airflow setting, and M is a constant number
that assumes a large value. If σi = 0, M · (1 − σi ) takes a large value and the
25

constraint is always satisfied and thus, becomes ineffective. If σi = 1, this pair of
inequality constraints collapse into one equality constraint, enforcing Eq. (35)
to hold with ms = m(i) . The constraint in Eq. (37) ensures one and only one
σi is nonzero at any time. The binary variables act as “switches” to encode the
nonlinear “if–then” statement into a continuous constraint. The original airflow
rate can be recovered with:
mts =

8
X

m(i) σit

(39)

i=1

During occupied hours, additional constraints are needed to ensure continuous
supply fan operation due to ventilation requirements:
σ1t = 0, if t ∈ Γo

(40)

where Γo is a subset of Γ that includes time indices for the occupied hours only.
PCM boundary constraints. The dynamics of the ductwall and PCM casing
temperatures, formulated in Equations (9) and (18), should be incorporated in
the control optimization. However, the convective resistance between the supply
airflow and PCM casing wall has a nonlinear dependence on mts as shown in
Equations (12) to (17). The “big-M” method is applied again to obtain a mixedinteger formulation of the heat transfer between the in-duct airflow and PCM:
−M · (1 − σit ) ≤ Qtp −
M · (1 − σit ),

(T1t − Tat )
≤
(Ra,m(i) + Rw )

∀t ∈ Γ, ∀i ∈ {1, ..., 8}

(41)

where the Ra,m(i) indicates the convective thermal resistance between the induct airflow and PCM casing wall at airflow rate m(i) . Then the PCM casing
dynamics can be reformulated as:


∆t
T t − T2t
T1t+1 =
Qtp − 1
+ T1t ,
mc · cc
Rc + Rp

∀t ∈ Γ.

(42)

The governing equation for the duct wall temperature dynamics remains the
same as Eq. (18) and is present as a linear equality constraint.
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PCM thermal dynamic constraints. The implicit finite volume formulation of
the PCM enthalpy dynamics given in Eq. (7) is present in the control constraints for j ∈ {2, ..., N − 1} and t ∈ Γ. Additional PCM constraints include
Eq. (8) that characterize the algebraic relationship between the PCM enthalpy
and temperature, which is piece-wise linear with three segments. A mixedinteger formulation of the enthalpy-temperature relationship is established by
introducing two sets of auxiliary variables γ ∈ B3 and λ ∈ R4+ :
d1 λtj,1 + d2 λtj,2 + d3 λtj,3 + d4 λtj,4 = Tjt ,

(43)

e1 λtj,1 + e2 λtj,2 + e3 λtj,3 + e4 λtj,4 = Hjt ,

(44)

λtj,1 + λtj,2 + λtj,3 + λtj,4 = 1,

(45)

t
λtj,1 ≤ γj,1
,

(46)

t
t
λtj,2 ≤ γj,1
+ γj,2
,

(47)

t
t
λtj,3 ≤ γj,2
+ γj,3
,

(48)

t
λtj,4 ≤ γj,3
,

(49)

t
t
t
γj,1
+ γj,2
+ γj,3
= 1,

(50)

λtj,g ≥ 0,
t
γj,i
∈ B,

∀g ∈ {1, ..., 4},

(51)

∀i ∈ {1, 2, 3},

(52)

where d = [d1 , d2 , d3 , d4 ]> are the temperatures and e = [e1 , e2 , e3 , e4 ]> indicate
the enthalpies of the four endpoints of the enthalpy-temperature curve shown
in Fig. 5. If the enthalpy falls on the i-th segment, the corresponding entry of
t
t
γ (i.e., γj,i
) is 1; otherwise, γj,i
is equal to 0. Any given enthalpy/temperature

in the considered range can be represented as a linear combination of the four
endpoints where the coefficients are λtj,i . To ensure a unique representation,
only the coefficients corresponding to the two endpoints of the active segment
are non-zero; this is enforced by Equations (46) to (50).
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AC constraints. The constraints for the AC system model can be reformulated
as:
t

t
rP,o
· P c + Pft ≤ P t
t

t
rP,c
· P c + Pft ≤ P t

(53)
(54)

t
t
where rP,o
and rP,c
can be calculated with Equations (26) and (27).

5.3.3. Control formulation
The overall control formulation for the MPC-SAT strategy is
min f

ms ,Ta

subject to



Eq. (7), (18), (24), -(28), (31), (32), (34),


(36)-(42), (44)-(52), (53), (54)



 Qt = Qt , ∀t ∈ Γ
l

where ms =

tf
,
(mts )t=t
i

z

t

f
, Qtl is the building load calculated using
Ta = (Tat )t=t
i

Eq. (29). It may be noted that in the MPC-SAT strategy, the building thermal
load Qtl is treated as boundary condition for the control optimization problem
that is pre-calculated ahead of each decision step. The formulated problem is a
MICP and is solved using the MOSEK solver [43] in the CVX MATLAB suite
[44].
5.4. MPC for simultaneous SAT and ZAT reset (MPC-SAT-ZAT)
The SAT reset strategy described in the preceding section is designed to maximize the load shifting capability of the in-duct PCM storage alone. The active
thermal storage capacity can be combined with the existing passive thermal
storage associated with building construction and indoor furniture to further
increase the load shifting potential and the overall value of the proposed in-duct
PCM technology.
This section presents a MPC strategy that simultaneously schedules the
SAT and ZAT setpoints to achieve the maximum electricity savings potential,
by leveraging both the active (in-duct PCM) and passive (building envelope
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and indoor furniture) storage capacities. Manipulation of the SAT controls the
charge/discharge rate of the PCM storage while the ZAT scheduling is able to
alter the shape of the indoor thermal load. The major differentiating feature,
compared to the MPC-SAT strategy, is that the zone temperature is allowed
to float in a prescribed comfort band and the controller leverages the building
envelope model for optimal shaping of the indoor thermal load. The control
formulation for the MPC-SAT-ZAT strategy is:
min

ms ,Ta ,Tz

f

subject to



Eq. (7), (18), (24), -(28), (31), (32), (34),





(36)-(42), (44)-(52), (53), (54),

 Eq. (5), (6),



 t+1
t+1

T z ≤ Tzt+1 ≤ T z , ∀t ∈ Γ
t+1

t

f
, T t+1
and T z
where Tz = (Tzt )t=t
z
i

are the lower and upper limits of the indoor

temperature comfort band. The differences compared to the MPC-SAT strategy
are 1) the ZAT is an optimization variable instead of a boundary condition and
2) the governing equations for the building dynamics given in Equations (5)
and (6) are included in optimization constraints. The control problem for the
MPC-SAT-ZAT strategy is still a MICP, which can be solved with the MOSEK
package.
6. Case Study Results

Table 2: Summer TOU Tariffs with demand charge

Rate
periods
On-peak
Off-peak

Electricity
price
($/kWh)
0.25
0.09

Hours
Noon-6PM
6PM-Noon
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Demand
charge
($/kW)
15
N/A

6.1. Case study description
Simulation tests were carried out for three summer days using the aforementioned control strategies, i.e., BC, RBC, MPC-SAT and MPC-SAT-ZAT.
The MPC implementations assumed a look-ahead time horizon of 8 hours and
a decision step of 1 hour. The simulation tests used actual weather and load
data for three days in May collected in the case study building, located in West
Lafayette, IN, U.S. It is an open-space office for graduate students with a floor
area of approximately 120 m2 . The south wall has a double facade with two
double-glazed windows and with 1 m gap between the two windows. A graybox thermal network model was developed for characterizing the load dynamics
of the case study building based on the operation data. The thermal network
includes two main wall branches: a floor branch that captures a majority of the
thermal inertia in the building construction, and an external wall that bridges
the indoor space and the ambient. In addition, there is a facade branch that
models the dynamics of the double-facade cavity temperature and its interaction
with the main office space. Local weather station and building operation data
available from the building automation system were used for training and validation of the thermal network model, with detailed validation results reported
in [37].
The PCM modules were assumed to be 2 cm thick and cover a 7m-long
section of square supply duct (0.5m×0.5m for the cross sectional area). In this
study, the PCM storage (total length) was sized based on the simulation results
of the MPC-SAT strategy, assuming a 20% oversizing factor to accommodate
system operations during extreme weather days. The following nominal thermal
properties were utilized for the PCM: melting temperature = 12.7◦ C, thermal
conductivity = 0.25W/m-◦ C, density = 0.9g/ml, specific heat = 2.4J/g-◦ C and
fusion heat = 182J/g. These properties are based on PureTemp-15 (except for
the melting point), the PCM used in the experimental tests discussed in Section
2.
The occupied hours were from 7AM to 6PM for all three simulation days;
the building is assumed to be unoccupied for the rest of the time. The comfort
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temperature band was assumed to be 22◦ C-23◦ C during occupied hours and
20◦ C-25◦ C during unoccupied hours; the temperature bands are highlighted as
shaded areas in Fig. 17. Table 2 shows the TOU electricity rates used in the
simulation tests. The rate structure has two pricing periods, namely on-peak
and off-peak periods. The on-peak period starts at noon and ends at 6PM; the
rest of the day is considered as off-peak. The energy rate for on-peak hours is
much higher due to the coincident high demand of the grid. Only an on-peak
demand charge is present. Therefore, the electrical demand during off-peak
hours is not penalized.
Overlay plots of the simulation results for all four strategies are shown in
Figures 13 to 21. The related energy uses and costs are listed in Table 3. Figures 13 and 14 show the simulated SAT setpoints and the SAT for the various
strategies. When the AC system is off, the SAT is set to 0◦ C to distinguish
from the continuous operation mode. It may be noted that the actual SAT
may not perfectly follow the setpoint, due to the minimum airflow constraints
during the occupied hours. This mismatch can be clearly observed for the BC
and RBC strategies, e.g., during hours 62 to 68, since these two controllers use
relatively simple SAT setpoint trajectories. Failure to follow the SAT setpoint
only occurs when the supply airflow reaches the lowest level due to ventilation
requirements, and theactual SAT is determined using the logics shown in Fig.
10. For the two MPC strategies, the SAT and its setpoint are always identical since the minimum airflow constraint is explicitly accounted for during the
decision making processes.
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Figure 13: Supply air temperature setpoint

Figure 14: Supply air temperature
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Figure 15: Supply air mass flow rate

Figure 16: Cooling energy stored in the PCM
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Figure 17: Indoor air temperature

Figure 18: Indoor cooling capacity
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Figure 19: AC system cooling rate

Figure 20: AC system power consumption

Fig. 15 depicts the variations of the supply airflow. The minimum airflow
requirement is met by all four strategies during occupied hours. For the MPCSAT-ZAT control, the supply fan starts to operate earlier than the other three
strategies because of the precooling effect. Fig. 16 shows the cooling energy
stored in the PCM. Positive values correspond to storing of the cooling energy
and negative values represent cooling energy discharge. Figures 17 and 18 depict
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Table 3: Operation cost comparisons for different scenarios

Strategy
BC
RBC
MPC-SAT
MPC-SAT-ZAT

Peak
demand (kW)
1.7
1.2
(↓ 32.0%)
0.9
(↓ 46.7%)
0.6
(↓ 65.0%)

Electricity cost ($)
Energy
6.8
6.4
(↓ 6.5%)
6.6
(↓ 2.9%)
6.2
(↓ 8.4%)

Demand
26.0
17.7
(↓ 32.1%)
13.8
(↓ 46.7%)
9.1
(↓ 65.0%)

Total AC electricity
usage (kWh)
Off-peak
On-peak
Total
25.8
18.0
43.7
35.6
12.7
48.3
(↑ 38.2%)
(↓ 29.6%)
(↑ 10.3%)
42.4
11.2
53.6
(↑ 64.5%)
(↓ 37.7%)
(↑ 22.5%)
48.2
7.6
55.8
(↑ 87.2%)
(↓ 57.7%
(↑ 27.6%)

Total indoor cooling
load (kWh)
Off-peak
On-peak
Total
103.5
89.9
193.4
89.9

193.4

4.0

103.5

89.9

193.4

3.6

148.23
(↑ 43.2%)

70.9
(↓ 21.2%)

219.1

3.9

It can be observed that the zone temperature (and also cooling capacity) trajectories are identical across the BC, RBC and MPC-SAT strategies, because these
strategies all assume a night setup logic for the ZAT. The MPC-SAT-ZAT strategy is the only one that involves dynamic reset of the zone temperature for load
shifting. Figures 19 and 20 show the cooling output and power consumption of
the AC unit. The AC cooling and power profiles are different across the various
strategies, due to the different PCM charging/discharging behaviors. Fig. 21
depicts the hourly coefficient of performance (COP) of the AC system.
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4.4

103.5

the variations of the zone temperature and indoor cooling rate (Qz ), respectively.

Figure 21: AC system COP

COP

6.2. Baseline results
The BC is considered as the best current practice for control of variablespeed AC systems. The strategy maintains the SAT setpoint at the PCM melting point. Minor heat exchange between the overflowing air and PCM is present
under the BC strategy as shown in Fig. 16. These charging/discharging actions
only occur when the airflow lower bound is reached and the SAT setpoint cannot be maintained. But the overall depth of discharge under the BC strategy is
negligible, compared to the other three strategies. Therefore, the obtained performance is close to that of a benchmark without installation of the in-duct PCM
storage. It needs to be noted that the BC strategy is energy-optimal, which can
be clearly seen in Table 3. Frequent charging/discharging of the PCM leads to
higher total AC electricity usage, mainly because excessively high or low SAT
could degrade the AC cooling efficiency. Fig. 22 depicts the variation of the AC
COP with different cooling loads and supply airflow settings. For a given cooling
load, the COP increases initially with higher supply airflow (also higher SAT)
because of enhanced heat transfer and reduced air-to-refrigerant temperature
differential of the evaporator coil; however, at excessively high airflow and SAT
settings (e.g., airflow greater than 1.1 kg/s), the increment of fan power, which
increases quadratically with the airflow, outweighs the reduction of the compressor power, causing the COP to trend down with the airflow. At a fixed airflow
setting, the COP increases monotonically with reduced cooling load. Therefore,
the cooling efficiency peaks at low load and intermediate SAT settings. This is
why the BC strategy involves the minimum AC energy consumption.
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Figure 22: AC COP variations with cooling load and supply airflow.

6.3. Rule-based control results
The RBC strategy applies a lower SAT setpoint (8.7◦ C) during the off-peak
morning hours to charge the PCM and uses a higher SAT setpoint (15.7◦ C)
during the on-peak periods to let the PCM discharge. To meet a given building
load, the supply airflow rate of the RBC is lower during the on-peak hours and
higher during off-peak periods, compared to the BC strategy; this trend can be
seen in Fig. 15. With the specifically designed SAT setpoint schedule, the RBC
offers effective use of the PCM storage for load shifting. Although the indoor
cooling load is identical between the BC and RBC cases, the AC electrical energy
use during on-peak hours is much reduced in the RBC case, with the discharged
cooling from the PCM offseting a portion of the indoor cooling load. The cooling
load shifting through the use of the PCM storage results in energy cost savings
of 6.5% and a demand cost reduction of 32.1% compared to the BC case. The
RBC strategy involves higher total electrical energy usage (48.3 kWh) compared
to the BC strategy (43.7 kWh), mainly because of the reduced cooling efficiency
at excessively high or low SAT settings. This represents round-trip efficiency
losses for charging/discharging the in-duct thermal “battery”. The efficiency
loss associated with HVAC demand responsive control has been reported in a
number of prior studies, e.g. [45–47].
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6.4. Results for MPC with SAT reset only
The MPC-SAT strategy leads to control behaviors very similar to the RBC:
a lower SAT setpoint is used during off-peak hours for charging of the PCM, and
within on-peak periods, the SAT setpoint is raised to reduce the load of the AC
unit. The major differentiating behaviors of the MPC-SAT strategy are 1) it
uses slightly higher temperature differentials between charging and discharging
modes for deeper utilization of the PCM storage, which can be clearly seen in
Figures 14 and 16, and 2) the MPC approach results in smooth and flat AC
energy use profiles during the on-peak hours (see Fig. 20). The flattened onpeak load profiles bring the demand cost savings up to 46.7%. However, the
total AC electrical energy usage is higher, compared to the RBC strategy. This
is because the MPC-SAT control tends to use a lower SAT during the charging
period and a higher SAT for the discharge mode, both of which result in reduced
cooling efficiency (see Fig. 21). Although a more significant portion of the AC
power is shifted to the low-price periods, the efficiency degradation outweighs
the financial gain, leading to lower energy cost savings (2.9%) compared to that
of the RBC case (6.5%). However, the total utility cost (sum of energy and
demand costs) with the MPC-SAT strategy is much lower, since the demand
cost is dominant for this three-day simulation period.
6.5. Results for MPC with simultaneous SAT and ZAT reset
The MPC-SAT-ZAT strategy offers the maximum load shifting capability by
leveraging the passive (building envelop and indoor furniture) and active (induct PCM) storage capacities simultaneously. Utilization of the passive storage
is achieved through dynamic scheduling of the ZAT in response to the electricity
price variation. Among the four considered strategies, this is the only one that
involves dynamic ZAT reset, as shown in Fig. 14. It can be seen that the
MPC-SAT-ZAT strategy starts to precool the building even beforeoccupancy.
During the morning occupied hours, the ZAT is maintained at the lower bound
(22◦ C) to further store cooling energy in the building thermal mass. During
the precooling periods, the SAT is kept higher than the PCM melting point,
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as the controller tends to charge the passive storage only during this period to
avoid efficiency penalties. Fig. 21 shows the COP can be significantly enhanced
during the precooling period with a higher SAT setting. Charging of the PCM
storage starts later in the day compared to the RBC and MPC-SAT strategies
to reduce the operation time at low SAT. As a consequence, the MPC-SATZAT strategy offers higher overall efficiency compared to the MPC-SAT case.
However, much higher indoor cooling load is involved in the MPC-SAT-ZAT
strategy because the precooling actions induce higher heat gains between the
indoor and outdoor spaces. Although the total AC electrical energy usage for
MPC-SAT-ZAT is slightly higher, the energy cost savings is increased to 8.4%
with deeper shifting of load to off-peak hours by leveraging both active and
passive storage capacities. The load shift also leads to a peak demand reduction
of more than 65%.
7. Conclusions and Discussions
This paper presented a MICP-based control approach for PCM-based energy
storage integrated in building air distribution systems. The inherent nonlinearity in the PCM heat transfer process makes the control problem difficult to solve
directly. Conventional gradient-based algorithms are not suitable because of the
non-differentiability of the PCM thermal properties during phase transitions. To
this end, a mixed-integer linear formulation was provided for characterizing the
PCM thermal dynamics. Further reformulations included the convexification of
the AC system model along with discretization of the supply airflow to eliminate
the nonlinearity associated with the convective thermal interactions between the
PCM and supply airflow.
The established control framework was leveraged toward development of two
MPC strategies: the MPC-SAT strategy, which identifies the optimal charging/discharging profiles for the PCM storage through dynamic SAT reset, and
the MPC-SAT-ZAT strategy to maximize the load shifting capability by utilizing
both the active and passive storage capacities. Performance gains of the developed MPC strategies were evaluated via simulation tests for an office building
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over three summer days. Compared to a baseline strategy with a fixed SAT setpoint and ZAT night setup, the MPC-SAT strategy could provide 2.9% energy
cost savings and peak demand reduction of 46.7%. With the MPC-SAT-ZAT
strategy, the savings potentials increase to 8.4% for energy cost and 65% for
demand charge.
Similar to batteries, charging/discharging of the PCM energy storage results
in round-trip efficiency losses, which are mainly associated with the COP degradation at excessively high or low SAT settings. For a given cooling load, a lower
SAT setting can hurt system efficiency because less supply airflow is required,
leading to reduced evaporating temperatures. When an excessively high SAT
setpoint is used, the fan power increase may outweigh the cycle efficiency gain,
resulting in a lower system COP. Therefore, aggressive charging/discharging
actions may cause higher total energy usage.
In addition to operational cost savings, the proposed control strategy can
bring other benefits such as indoor comfort improvement and downsizing of
HVAC equipment. During extreme weather events, the indoor load may exceed
the maximum capacity of the HVAC system leading to temperature excursions
outside the comfort bounds. This comfort issue can be eliminated using the proposed control strategy in conjunction with active thermal storage, e.g., through
precooling the indoor space prior to heat waves. In addition, in the design or
retrofit phase, the HVAC equipment can be downsized when the active storage
and control strategy are adopted, which can improve the economics and may
even result in a negative net upfront cost for the proposed solution.
Practical utilization of the passive and active storage capacities in buildings
may involve different challenges. In contrast to the active PCM storage that
features high upfront costs, passive thermal mass of the building envelope represents a low- or no-cost energy storage resource that can be actuated through
appropriate controls. Therefore, the passive storage is readily available in every
building. However, its proper utilization would require a reasonably accurate
dynamic load model, the development of which can be a difficult and timeconsuming task. Improper passive storage control with inaccurate prediction
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models may lead to demand rebound, higher energy consumption and increased
costs. In addition, precooling actions are needed for charging building thermal
mass, which may cause indoor discomfort and increase the indoor load. Modeling of the in-duct PCM storage is relatively easier when supply air temperature
and flow rate measurements are available.
Although the present study has a specific focus on controller design for induct PCM storage, the established control framework can be directly applied
for control of other PCM-based storage technologies, such as PCM-embedded
wall panels. Control of PCM-based walls involves much reduced computational
complexity, because the PCM interacts with the surrounding environment, e.g.,
another wall layer or indoor air, through conduction or natural convection, which
can be modeled using linear systems with reasonable accuracies. Therefore, the
proposed control approach is applicable to general PCM-based energy storage
applications in buildings.
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José Antonio Tenorio. Building integration of PCM for natural cooling of
buildings. Applied Energy, 109:514–522, 2013.
[14] G Evola, L Marletta, and F Sicurella. A methodology for investigating the
effectiveness of PCM wallboards for summer thermal comfort in buildings.
Building and Environment, 59:517–527, 2013.
[15] XQ Zhai, XL Wang, T Wang, and RZ Wang. A review on phase change cold
storage in air-conditioning system: Materials and applications. Renewable
and Sustainable Energy Reviews, 22:108–120, 2013.
[16] K Nagano, S Takeda, T Mochida, K Shimakura, and T Nakamura. Study of
a floor supply air conditioning system using granular phase change material
to augment building mass thermal storage—heat response in small scale
experiments. Energy and Buildings, 38(5):436–446, 2006.
[17] T Kondo and T Ibamoto. Research on using the PCM for ceiling board.
In IEA ECESIA, Annex 17, 3rd workshop, 2002.
[18] Kang Yanbing, Jiang Yi, and Zhang Yinping. Modeling and experimental
study on an innovative passive cooling system—NVP system. Energy and
Buildings, 35(4):417–425, 2003.
[19] JR Turnpenny, DW Etheridge, and DA Reay. Novel ventilation cooling
system for reducing air conditioning in buildings.: Part I: testing and theoretical modelling. Applied Thermal Engineering, 20(11):1019–1037, 2000.
[20] Motoi Yamaha and Shinya Misaki. The evaluation of peak shaving by a
thermal storage system using phase-change materials in air distribution
systems. HVAC&R Research, 12(S3):861–869, 2006.
[21] N Stathopoulos, M El Mankibi, R Issoglio, P Michel, and F Haghighat.
Air–PCM heat exchanger for peak load management: Experimental and
simulation. Solar Energy, 132:453–466, 2016.

44

[22] Nattaporn Chaiyat.

Energy and economic analysis of a building air-

conditioner with a phase change material (PCM). Energy Conversion and
Management, 94:150–158, 2015.
[23] Philani Hlanze, Aly Elhefny, Zhimin Jiang, Jie Cai, and Hamidreza Shabgard. In-Duct Phase Change Material-Based Energy Storage to Enhance
Building Demand Flexibility. Applied Energy, 2022. (accepted).
[24] Reza Barzin, John JJ Chen, Brent R Young, and Mohammed M Farid.
Application of PCM underfloor heating in combination with PCM wallboards for space heating using price based control system. Applied Energy,
148:39–48, 2015.
[25] Sajith Wijesuriya, Matthew Brandt, and Paulo Cesar Tabares-Velasco.
Parametric analysis of a residential building with phase change material
(PCM)-enhanced drywall, precooling, and variable electric rates in a hot
and dry climate. Applied Energy, 222:497–514, 2018.
[26] Abdul Afram and Farrokh Janabi-Sharifi.

Theory and applications of

HVAC control systems–A review of model predictive control (MPC). Building and Environment, 72:343–355, 2014.
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